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Abstract 
 

This paper revisits the literature examining the relationship between economic growth 
and conflict. Several authors use rainfall variation as an instrument to establish causality, 
arguing that in agriculturally-dependent regions, negative rain shocks lower income 
levels which in turn incites violence. This paper reassesses the relationship between 
rainfall and income in the case of India and questions whether rainfall satisfies the 
exclusion restriction for instrumental variables. Combining panel data on riot incidence, 
wage levels, and dam construction in India, I first show that previous authors 
overestimate the effect that rainfall has on income levels and subsequent rioting. I then 
test whether rainfall is a valid instrument by identifying districts that are downstream of 
irrigation dams. These districts are protected against rain shocks meaning that rainfall 
does not determine income levels. However, rainfall is still a strong predictor of riot 
incidence in these districts. A positive rain shock lowers the average number of riots in a 
district by 0.8 per year. These results suggest that rainfall affects rioting through means 
other than income and therefore cannot be used as an instrument for economic growth.    

                                                
+ Contact: heather_sarsons@hks.harvard.edu 



1 Introduction  
 

 Over the past thirty years, the nature of conflict has shifted from inter to intra-state 

and is focused in developing countries. As such, numerous studies in the social sciences 

attempt to identify variables correlated with civil conflict. Many researchers find negative 

correlation between economic growth and conflict incidence (see Collier and Hoeffler, 

1998, 2002; Fearon and Laitin, 2003), but are unable to establish causality. Without a 

source of exogenous variation for income levels, it is difficult to discern whether poor 

economic growth incites conflict or whether conflict hinders growth. Alternatively, a 

third unobservable variable could be influencing both conflict and growth. It is 

imaginable, for example, that a political regime could both incite conflict and damage the 

economy. 

 Miguel, Satyanath, and Sergenti (2004) were the first to overcome the causality 

problem by using rainfall variation as a source of exogenous variation for GDP levels in 

Sub-Saharan Africa. Using rainfall as an instrumental variable (IV) for income growth, 

they assert that positive growth has a negative effect on civil war outbreak in sub-Saharan 

Africa.  

 Miguel et al.’s work has since been extended to other regions and other forms of 

conflict. Chaney (2010) uses rainfall and flood data to estimate the effect of economic 

shocks on political stability in Egypt. Bohlken and Sergenti (2010) replicate Miguel et 

al.’s study for India, using rainfall fluctuation to predict state-level GDP and its 

consequent effect on riot incidence. 

 While all of the studies claim a strong, causal relationship between economic 

decline and conflict outbreak, the validity of rainfall as an instrument remains disputed. It 

is difficult to prove that rainfall satisfies the exclusion restriction that IVs must meet. 

That is, rainfall could be working through other channels to influence conflict onset.  

This paper reconsiders Bohlken and Sergenti’s analysis of riot incidence in India 

to test the link between rainfall, income, and conflict. In their paper, “Economic Growth 

and Ethnic Violence: An Empirical Investigation of Hindu-Muslim Riots in India”, 

Bohlken and Sergenti find that low levels of rainfall lowers income levels across India, 

presumably through its effect on the agricultural sector. Bohlken and Sergenti do not, 



however, account for the rapid dam construction that has occurred in India over the past 

decades. I use data on dam construction to test Bohlken and Sergenti’s hypothesis that 

poor rainfall lowers income which in turn incites rioting. I isolate districts that are 

downstream from dams (command districts) and therefore protected against weather 

shocks. In such districts where agricultural land is fed by dams during times of dought, 

the correlation between rainfall and wages should disappear or be weakened. If rainfall is 

a valid instrument for income growth; that is, if it is affecting riot onset only through its 

effect on income, the correlation between rainfall and rioting should also disappear in 

these districts. 

Overall, I find that in excluding information on dams, Bohlken and Sergenti 

overestimate the impact that income fluctuations have on riot incidence. Furthermore, 

although rainfall is a significant predictor if income in districts without irrigation, I find 

no correlation between income levels and rainfall when only districts that are downstream 

from dams are considered.  However, while income in these irrigated districts does not 

respond to weather fluctuations, rainfall is still a significant predictor of rioting. A 10-

centimeter yearly rain shock lowers the average number of riots in a district by 0.79 per 

year.  

The paper proceeds as follows. Section 2 summarizes Miguel et al. and Bohlken 

and Sergenti’s findings, as well as issues that have been raised about their use of rainfall 

as an IV.  I then provide an overview of dam construction in India and describe how 

information on dams and irrigation can be used to address these issues. Section 3 outlines 

the estimation framework that is used to test the link between rainfall, income, and rioting 

in India after accounting for irrigation. The data used for this estimation is described in 

Section 4. Results are presented in Section 5 and Sections 6 and 7 conclude. 

 

2 Rainfall and Conflict 

2.1 Civil War in Sub-Saharan Africa 

 

 Miguel et al. look at Sub-Saharan Africa, a region that has suffered numerous 

civil wars. It is economically dependent on agriculture but lacks irrigation infrastructure. 

Approximately 97% of crops in the region are rain-fed. Miguel et al. therefore argue that 



GDP levels are closely correlated with rainfall patterns as a poor rainfall ruins crops and 

consequently lowers income. Indeed, the authors find that a 1% decrease in rainfall 

growth (the change in rainfall from one year to the next) lowers the economic growth rate 

by 0.55%. The authors then use a two-stage least-squares (2SLS) estimation to predict the 

effect that income fluctuations have on civil war incidence. When using a simple ordinary 

least-squares (OLS) estimation, Miguel et al. find both current and lagged GDP growth to 

be uncorrelated with civil war incidence. Using rainfall to instrument for GDP growth 

greatly increases both the magnitude and significance of the GDP variables. An IV-2SLS 

estimation produces point estimates of -1.13 for current GDP growth and -2.25 for lagged 

GDP growth. The coefficient on lagged GDP growth is significant at the 5% level. 

 

2.2 Rioting in India 

 

Bohlken and Sergenti extend Miguel et al.’s method to riot incidence in India. 

Following the same 2SLS procedure and including several demographic controls, 

Bohlken and Sergenti assert that negative income shocks increase the number of riots in a 

state by over 5%. The authors work within the context of religious tension to explain their 

results, arguing that Hindus and Muslims compete for scarce resources, such as jobs, 

during times of low economic growth. Poor economic conditions thus work to exacerbate 

existing tension or renew historical sentiments, consequently inciting rioting. 

 

2.3 Criticism  

 

Critics of Miguel et al.’s approach point to the strong correlation between rainfall 

growth and civil war incidence observable in the authors’ reduced-form equation. Miguel 

et al. argue that the apparent impact of rainfall on civil war is “the first indication that 

better rainfall makes civil conflict less likely in Africa” (737). However, they are unable 

to present evidence that this is a unique causal mechanism. It could be, for example, that 

during periods of heavy rainfall, roads become flooded or damaged, making it more 

difficult for rebel groups to organize. It is thus not obvious that rainfall satisfies the 

exclusion restriction required of instrumental variables. 



Whether rainfall is a valid instrument is particularly questionable for India, a 

country that has seen considerable investment in its irrigation infrastructure since the 

1970s. Although 70% (Guiteras, 2009) of the country’s population has some economic 

connection to the agricultural sector, the construction of over 4000 (World Commission, 

2000b) irrigation dams across the country should partly allay weather-driven income 

fluctuations, something that Bohlken and Sergenti do not account for. However, the 

nature of dam construction across India provides an opportunity to both reevaluate the 

impact that income fluctuations have on rioting and test rainfall’s validity as an 

instrumental variable. 

 

2.4 Dams in India 

 

India has rapidly increased its investment in dam construction, building more than 

3000 dams between 1947 and 2001 (Pande, 2008). Over 95% of dams constructed since 

1947 have been for irrigation purposes and dams remain India’s primary form of 

irrigation infrastructure (World Commission, 2000b). The World Commission for Dams 

and the Indian Ministry of Water Resources have kept record of dam construction, 

making it possible to identify districts that contain an irrigation dam.  

These dams are primarily constructed as embankment dams where a wall is built 

across a river valley. Water is then channeled to districts downstream of the dam, known 

as command districts, through a series of spillways and canals (Biswas and Tortajada, 

2001). Command districts therefore receive water during drought periods and are also 

somewhat protected against floods as the reservoir holds excess rainwater. The area 

immediately surrounding or directly upstream of the dam, the catchment area, receives no 

irrigation benefit (Thakkar, 2000).  

Being protected against rainfall shocks, command districts should be less prone to 

volatility in crop yields and subsequent income fluctuations. Going back to Bohlken and 

Sergenti’s analysis, we would also expect command districts to be less prone to rioting 

that is driven by weather-induced income shocks. In Section 3.3, I outline how 

information on dam construction can be added to Bohlken and Sergenti’s first-stage 



estimation to better account for differences in irrigation across districts. However, I first 

address two possible concerns with adding dam information to the analysis. 

The first concern is with identifying districts as command or catchment. Even if a 

district is labeled as being downstream of a dam, it is unlikely that the entire district 

benefits from irrigation. This will likely show up in the estimation results as dams 

imperfectly protecting against rain shocks. However, the district is the smallest 

administrative unit for which weather and income shocks can be analyzed, and the 

relatively small size of districts (3500 km2 on average) should allay the concern that some 

districts will be mislabeled as receiving irrigation water.  

Another concern lies with potential correlation between dam placement and 

income. If wealthier areas can build more dams, an estimation that includes dam 

variables may suffer from reverse causality. However, dam construction is the 

responsibility of the state and this paper exploits differences in dam construction across 

districts. As India has 28 states but 627 districts, focusing on inter-district variation 

should reduce any bias coming from state wealth and dam construction. Furthermore, the 

decision to construct a dam is not only dependent on the availability of state funds. An 

area viable for dam construction must contain a river of a certain length and gradient. For 

example, rivers flowing on a gradient of less than 1.5% or more than 6% are not suitable 

for dam construction. The national government of India, which approves all dam projects, 

also helps to fund projects in drought-prone areas when the state is suffering from a lack 

of funding (Duflo and Pande, 2007). Dam construction is therefore dependent on more 

than state wealth. Finally, I consider income shocks rather than income levels when 

looking at riot incidence. What is important is therefore deviations from mean income 

levels, rather than absolute income levels themselves. 

 

3 Estimation Framework 

 

 Although Bohlken and Sergenti’s analysis is conducted at the state level, the effect 

of dams is best captured at the district level. However, to ensure that a district-level study 

is comparable to Bohlken and Sergenti’s state-level analysis, I first replicate their study 

exactly, excluding all dam information. This also allows us to quantify any discrepancy 



between analyses that include or exclude dam information. The estimation proceeds as 

follows. In Section 3.1, I estimate three equations: the first-stage equation estimating the 

impact of rainfall on income levels, the reduced-form equation capturing any correlation 

between rainfall and riot incidence, and the second-stage equation which uses 

information from the first-stage to estimate the impact of income shocks on rioting. In 

Section 3.2, I add information on dams into the first-stage equation and repeat the 

estimation. Section 3.3 discusses a test for whether rainfall satisfies the exclusion 

restriction. 

 

3.1 Replication  

 

 The following first-stage equation is estimated using a simple ordinary least squares 

(OLS) model to ensure that rainfall is correlated with district income: 

 

Yi,t = α + b1(raini,t) + b2(raini,t-1) +  β(X) + θi,t + vi,t + ui,t  (1) 

 

Yi,t  is the average agricultural wage in district i in year t, raini,t is the fractional deviation 

in rainfall from district i’s average rainfall in year t, raini,t-1 is lagged rainfall deviation in 

district i, X is a vector of control variables (see Section IV), and θi,t and vi,t are time and 

district fixed effects.  

The reduced-form equation (2) captures any correlation between rainfall and 

rioting and can later be used to test rainfall’s strength as an instrument. 

 

 riotsi,t = α + β1(raini,t) + β2(raini,t-1) +  β(X) + θi,t + vi,t + ui,t (2) 

 

It is estimated using a negative binomial model as the dependent variable, the number of 

riots in district i at time t, is a count variable. 

Following the two-stage least-squares method, the estimates for raini,t and raini,t-1 

from equation (1) are used as regressors in the second-stage equation: 

 

 riotsi,t = α + β1(Yi,t) + β2(Yi,t-1) + β(X) + θi,t + vi,t + ui,t (3) 



 

When not using rainfall as an IV, I estimate equation (3) using a negative binomial 

model. However, because a negative binomial model cannot be used in a 2SLS 

estimation with fixed effects, I also use a log-linear model to approximate the negative 

binomial model. A poisson model could also be used, but I choose the log-linear model 

for replication purposes (further discussed in Section 5.1). 

 

3.2 Adding Dams 

 

As catchment districts do not receive any irrigation benefits from dam 

construction, they should respond to weather shocks as in Bohlken and Sergenti’s 

analysis where no dam information is included. Command districts, however, should be 

less prone to rain shocks. One would thus expect less fluctuation in the agricultural wage 

and, consequently, fewer income-driven riots in these districts. If this is true, the 

coefficients on wages (β1 and β2) from equation (3) will be overestimates. To test this 

hypothesis, I add dam dummy and rainfall interaction terms in the first-stage equation: 

 

 Yi,t = α + b1(raini,t) + b2(raini,t-1) + δ1(command) + δ2(command*raini,t)  

 + δ3(command*rain i,t-1) + β(X) + θi,t + vi,t + ui,t (4) 

 

Command is a dummy variable that equals 1 when a district is downstream of a dam. If 

dams do protect agriculturalists against weather shocks, the coefficient on the 

command*rainfall interaction term should be opposite in sign to the rainfall term. I 

include the lagged rainfall and interaction term in some specifications. The other 

variables are defined as before.  The remainder of the 2SLS estimation proceeds as in part 

(a), except that the estimates used as regressors in equation (2) are now (b1 + δ2) and (b2 

+ δ2).  

 

3.3 Testing Rainfall 

 



Although Bohlken and Sergenti do not present the results from their reduced form 

equation, Miguel et al. find a strong negative relationship between civil war onset and 

rainfall growth. With the added information on dam construction, we can use the 

reduced-form estimation from equation (2) to test the assertion that rainfall only works 

through income to influence conflict.  

If dams do mitigate rain shocks, income levels in command districts should be 

uncorrelated or only very weakly correlated with rainfall. If rainfall is only affecting riot 

incidence through its effect on income, any correlation found between rainfall and riots in 

the reduced-form estimation should disappear when looking only at command districts. In 

Section 5.3.1, I split the sample into command districts and all other districts (which I call 

catchment districts) and re-estimate equation (1). Upon confirming that rainfall and 

wages are uncorrelated in command districts, I re-estimate equation (2) to see whether the 

correlation between rainfall and rioting has disappeared. 

 

4 Data 

 

 I draw on five data sources to conduct my analysis. As much as possible, I use the 

same data sources as Bohlken and Sergenti to aid in the comparison of our results. All of 

the data sources, with exception to the rainfall data, are in panel form where an 

observation is a district-by-year. 

      

Hindu-Muslim Riots 

 Riot data is drawn from the Varshney-Wilkinson Dataset on Hindu-Muslim Riots in 

India (2006). The dataset lists all riots reported in The Times of India, a national Indian 

newspaper, between 1955 and 1995. All riots listed in the dataset are reported as being 

between Hindu and Muslim groups. The dataset gives the district name and date at which 

each riot occurred as well as the number of people killed, injured, and arrested at each 

riot.  

 The dataset is the best available for religious violence but has obvious biases. First, 

the number of riots reported in the dataset is likely an underestimate of the number of 

actual riots that occurred over the time period. Riots that occur in small, remote towns, 



for example, may not be reported in the newspaper. Similarly, small-scale riots are 

unlikely to receive much media attention. The authors of the dataset also warn that riots 

may be significantly underreported in the 1950s and early 1960s due to difficulty in 

accessing newspaper records. Secondly, approximately 250 of the 627 Indian districts do 

not appear in the dataset and it is unclear as to whether no riots occurred in these districts 

or riots that did occur went unreported.  

 To deal with these issues, I restrict my analysis to the years after 1970 so as to 

avoid studying the years during which the riot count is substantially underestimated. I 

also exclude districts not listed in the dataset from my analysis. This is in line with other 

authors’ treatment of these districts (see Mitra and Ray, Bohlken and Sergenti). I later 

include them and set their riot counts to zero as a robustness check, but the results 

become much weaker and are skewed toward zero. It should be noted that the overall riot 

counts presented in this paper are likely to be underestimates. 

  

Rainfall 

 The University of Delaware’s Center for Climatic Research provides monthly 

rainfall estimates at 0.5 degree longitude and latitude nodes across the world, starting in 

1945. I use this data, along with information from the World Bank’s India Agricultural 

Database (IAD) to derive monthly rainfall estimates for each Indian district. The World 

Bank IAD provides the longitude and latitude points of weather stations within each 

district. I match these points to the rainfall data using an interpolation algorithm (see Data 

Appendix). This method assumes that all areas within a district receive the same amount 

of rainfall, a reasonable assumption given the relatively small size of Indian districts. 

 Miguel et al. and Bohlken and Sergenti use rainfall growth over the previous year, 

calculated as (Ri,t – Ri,t-l)/Ri,t-1 where R denotes a yearly rainfall estimate, as their 

principle measure of rainfall. As outlined earlier, this measure does not account for 

seasonality and could incorrectly categorize a return to average rainfall from a drought 

period as a positive rain shock. I therefore generate a new rainfall variable measuring the 

fractional deviation of rainfall from its average. The World Bank IAD provides data on 

monthly average rainfall levels for each district. A monthly rain shock is therefore 

defined as the difference between the actual monthly rainfall level and the average level. 



I sum the monthly shocks to find the yearly rainfall deviation and this way account for 

seasonal differences in rainfall. 

 I do not treat positive rain shocks as detrimental. While unexpected flooding might 

destroy crops, most positive shocks occur during the monsoon season which is known 

and accounted for when farmers plan their planting schedule. This treatment of a rain 

shock is in accordance with other authors’ treatment of the variable (see Jacoby and 

Skoufias, 1997; Rose, 2001). Furthermore, the Indian Ministry of Agriculture groups 

areas that have had below-average rainfall together and areas that have had average or 

above-average rainfall together when tracking agricultural productivity. This suggests 

that below-average rainfall is of greater concern than above-average rainfall 

(Jayachandran, 2006).  

 

Wages 

 Bohlken and Sergenti use state-level GDP per capita as a measure of average 

incomes. As GDP per capita is not available at the district level, I use data on agricultural 

wages, drawn from Robert Evenson and James McKinsey’s India Agriculture and 

Climate dataset, to measure income growth. While the agricultural wage does not capture 

the wages of those employed outside of the agricultural sector, it is the best available data 

at the district level. Data on average expenditure levels is available at five-year periods, 

and I find that for these years, the agricultural wage is strongly correlated with 

expenditure levels. Furthermore, since nearly 75% of the Indian population lives in rural 

areas, the agricultural wage should provide an adequate measure of general income levels 

(Jayachandaran, 2006). It is also the measure of income that is most closely tied to 

rainfall. 

 Evenson and McKinsey’s dataset covers 271 Indian districts from 1950 through 

1997. They use data from the Indian Ministry of Agriculture’s Directorate of Economics 

and Statistics, which gathers information on various wages and incomes by district, to 

construct the wage variable. Measured in rupees per hour, it is a weighted average of 

wages for various agricultural occupations. It accounts, for example, for agricultural 

labour wages as well as market yield prices. It also weights wages by month to account 

for the fact that farmers’ incomes will be higher in the months immediately following 



harvest.  

 

Control Variables 

 Several variables are included to control for demographic, educational, and poverty 

variations across districts. Controls are chosen in accordance with the existing literature 

on civil conflict. In particular, I adhere as closely as possible to Bohlken and Sergenti’s 

analysis of riot incidence when choosing control variables. Control variables therefore 

include a district’s total population, rural population, literacy rate, young male 

population, religious composition, poverty gap, and migrant population. Specific reasons 

for including these variables are given in the Data Appendix (Section 8). Because these 

variables vary only at the district level, they are excluded from fixed effects estimations. 

Data on control variables come from the Census of India, published in 1961, 

1971, 1981, and 1991. Because the census is conducted only every ten years, I assume a 

constant rate of population growth and interpolate between census years. 

 

Dams 

 To identify command and catchment districts, I draw on Duflo and Pande’s dataset 

(2007) of dam construction in India. Their data comes from the World Registry of Large 

Dams and provides information on the number of irrigation dams constructed within a 

district in a year as well as the number of dams constructed upstream of a district in a 

year. From this, I create a dummy variable labeled command that equals 1 if a district is 

located downstream from a dam.  

 Table 1 displays descriptive statistics for the dependent variable of interest (number 

of riots) as well as other main independent variables and instruments. The average district 

has 0.16 riots per year resulting in approximately one death and three injuries. There is, 

however, large variation across districts. Districts with the highest number of riots, along 

with their average wage, are listed in Table 2. There appears to be little correlation 

between rioting and wages, although the change in wages from year to year may be more 

important in determining conflict. 

 Approximately 62% of districts are in command areas (downstream of a dam) and 

nearly 60% are in catchment areas (contain a dam). It is possible for a district to be both 



downstream of a dam and contain a dam. For the purpose of this paper, all districts 

downstream of dams are called command districts and all districts not downstream of 

dams are called catchment districts.  

 

5 Results 

 

5.1 Replication 

The results of the replication exercise outlined in Section 3.1 are presented in Tables 

3-5. In Table 3, we see that, in line with Bohlken and Sergenti’s findings, rainfall is 

positively and significantly correlated with the district wage. When including district and 

time fixed effects, a positive rain shock increases the agricultural wage by 0.395 rupees 

per hour. As the mean agricultural wage over the sample is 4.78 rupees per hour, an 

increase of 0.395 rupees per hour is considerable. Columns 2 and 4 include lagged 

rainfall as a regressor. Its positive correlation with the current wage level suggests that 

good harvests in the past also have positive effects on future wages. 

Results from the reduced-form estimation (equation 2) are presented in Table 4. As in 

previous analyses, rainfall is strongly and negatively correlated with conflict incidence. 

However, lagged rain shocks have no effect on rioting which is strange given their 

positive effect on wages. 

Having confirmed that rainfall and wages are correlated, I now estimate the effect that 

wage fluctuations have on riot incidence. Columns 1-3 in Table 5 estimate the 

relationship between wages and rioting without the use of an instrument. When control 

variables are included in column 2, we see a negative and significant but small 

correlation between wages and riots. Surprisingly, the lagged wage is positively 

correlated with riot incidence. This is contrary to both Miguel et al. and Bohlken and 

Sergenti’s findings. Miguel et al. found current GDP levels to be uncorrelated with civil 

war onset while lagged GDP levels were negatively correlated with war. Bohlken and 

Sergenti, on the other hand, found only current GDP levels to be correlated with rioting. 

The positive correlation found here could represent riots that are spurred by high wages 

in the previous period reverting back to normal wage levels.  



Because a negative binomial model cannot be used in a two-stage least squares 

estimation with fixed effects, I use a log-linear model to approximate the negative 

binomial model. A Poisson model is also appropriate, but I choose the log-linear model to 

facilitate comparison with Bohlken and Sergenti’s results. Using a Poisson model does, 

however, produce very similar estimates to the OLS (results not shown).  

In general, a positive income shock in the current period decreases the incidence of 

conflict. The magnitude of the wage coefficient increases greatly in the IV estimation, a 

result that is in line with previous work. Miguel et al., for example, found no significant 

correlation between GDP and civil war incidence until they use rainfall to instrument for 

GDP growth (2004). The link between wages and riot incidence appears to be stronger at 

the district level than at the state level. Bohlken and Sergenti found that, when including 

time and state fixed effects as well as control variables, the log of riot incidence fell by 

approximately 0.1 riots per state. In this analysis, however, the log of riot incidence falls 

by nearly 0.5 riots per district when fixed effects are included. 

The F-statistic testing the joint significance of current and lagged rainfall is over 10 in 

all fixed effects specifications. Using current and lagged rainfall to instrument for the 

current wage allows us to test the assumption that the instruments are uncorrelated with 

the error term. Performing a Sargan test produced a test statistic of 5.523 meaning that 

with 5% confidence, we can reject the hypothesis that the instruments and error term are 

uncorrelated. The next section provides further evidence to question rainfall’s validity as 

an instrument. 

 

5.2 Dams and Rioting 

 

I argue in Section 3 that if dams protect perfectly against weather shocks, the wage 

coefficients in Table 5 will have overestimated the impact of wages on rioting. If wages 

do influence rioting, we should see fewer riots in command districts where wages do not 

fluctuate with rainfall. Combining this with the estimates from all other districts, the 

coefficient on wages should fall.  

The results in Table 6 demonstrate that dams do protect against weather shocks. As 

expected, the rainfall and dam-rainfall interaction terms are opposite in sign, signifying 



that being downstream of an irrigation dam reverses the effect of a negative rain shock, 

though not completely. Looking at Column 1, for example, we see that a negative rain 

shock lowers the average wage by 0.771 rupees per hour. However, dams mitigate this 

effect by 0.602 rupees per hour so that in command districts, the overall wage falls by 

only 0.169 rupees per hour. There is also positive and significant correlation between 

being in a command district and the wage. This could be the result of a variety of factors. 

As previously mentioned, wealthier states could build more dams and state governments 

may face incentives to build dams upstream of areas with fertile land. If wages are 

already high in these districts because of the more productive land, wages could be 

predicting dam placement. However, the discussion in Section 2 regarding dam 

construction provides some evidence to suggest otherwise.   It is also likely that being 

downstream of a dam has a long-term positive effect on the agricultural wage. It is true 

that dam construction often lowers income levels in catchment districts, as they are 

submerged in water or suffer severe land degradation, but if dams protect against 

flooding or drought, they could improve land quality and yields in command districts 

over time (Thakkar, 2000). 

After including these dam variables in the first-stage regression, the effect that wages 

have on riot incidence in the second stage becomes insignificant (Table 7). In the fixed 

effects regression (Columns 2 and 4), the coefficient on wage falls from -0.459 to -0.126. 

This result is not due to some effect that dam construction could have on rioting, as 

regressions of both the number of dams in a district show no correlation between the two 

(see robustness checks in Table 10). 

 

5.3 Sample Split 

5.3.1 Command vs. Catchment 

I now split the sample to compare the effect of rainfall on wages in command and 

catchment districts separately. Repeating the first-stage estimation, we would expect to 

see very little or no correlation between average wages and rain shocks in command 

districts since they are protected against weather fluctuations. The results in Table 8 show 

this to be the case. Rainfall, both current and lagged, is a strong predictor of wages is 



catchment districts (Panel B) but not in command districts (Panel A). A t-test shows the 

difference between the coefficients to be significant at the 1% level.  

If rainfall is a valid instrument for wages, the correlation between rainfall and rioting 

present in the reduced-form regression should disappear when looking only at command 

districts. However, re-estimating equation 2 for command and catchment districts 

separately shows this not to be the case. In the last two columns of Table 8, we see that 

the relationship between rainfall and rioting is significant regardless of whether rainfall is 

tied to wages. The fact that districts that receive irrigation water are still likely to 

experience riots undermines rainfall’s credibility as an instrument. Rainfall does not 

satisfy the exclusion restriction and there is either another mechanism through which 

rainfall is affecting rioting, or it is having a direct affect itself.  

 

5.3.2 Urban vs. Rural 

To confirm these findings, I also separately examine the impact that wages have on 

rioting in rural and in urban areas. I create an urban dummy that identifies districts as 

urban if more than 70% of the district population lives in an urban centre. The 70% cutoff 

is used because approximately 70% of the Indian population lives in a rural area. 

However, for robustness I also create dummies with 50%, 60%, and 80% cutoffs. 

The results in Table 9 show that rainfall is uncorrelated with the agricultural wage in 

urban areas as few urban-dwellers engage in agriculture as a primary occupation 

(Jayachandaran, 2006). However, rainfall is still strongly correlated with riot onset. The 

results in Columns 3 and 4 indicate that a positive rain shock lowers the average number 

of riots by 0.95 riots per district. This reinforces the argument that rainfall is affecting 

rioting through means other than income. However, this result is not robust to the various 

population cutoffs. For example, if an urban district is defined to be one in which more 

than 60% of the population resides in an urban centre, the positive correlation between 

rainfall and wages reappears and is significant at the 10% level. In rural districts, the 

effect is as before, with rainfall and wages being strongly and positively correlated.  

 

 

 



5.4 Robustness Checks 

  

 As a further check of rainfall’s impact on rioting, I test whether future rain shocks 

have an impact on the number of riots. The results of this test are shown in Table 10. 

Future rainfall does not appear to affect current riots. I also check to see whether a dam 

being built in an area increases the number of riots. Since some of the command districts 

themselves contain a dam, it is plausible that some riots are driven by unwanted dam 

construction. The variable “dam build” in Columns 2 and 3 is a dummy variable that 

equals 1 in years when a dam is built. The coefficient on this dummy variable are 

insignificant. 

Rainfall deviation above or below the average has been used as the primary 

measure of a rain shock throughout this analysis. As a robustness check, I also create a 

rainfall growth measure identical to that used by Miguel et al. and Bohlken and Sergenti. 

I rerun the first-stage regressions and find that the coefficients on current and lagged 

rainfall growth are similar in magnitude but are slightly less significant. 

Miguel et al. also use a binary dependent variable meant to capture the probability 

that a country will experience a civil war. I repeat the replication analysis using a binary 

dependent variable that equals one in years that a district experiences a riot. All of the 

earlier results hold.  

Finally, I drop one-by-one the districts that experience the greatest number of 

riots: Ahmedabad, Vadodara, and Hyderabad. When all three districts are dropped, the 

correlation between wages and rioting found in columns 2 and 3 of Table 5 disappears. 

However, rainfall remains a significant predictor of riot incidence. 

 

6 An Alternative Hypothesis 

In their paper, “The Economic Aftermath of the 1960s Riots in American Cities: 

Evidence from Property Values”, William Collins and Robert Margo use rainfall as a 

direct instrument for rioting to evaluate the impact that riots had on housing prices in the 

U.S. in the 1960s. They cite anecdotal evidence to argue that that during periods of 

intense rainfall, people are less likely to riot, and that rainfall is therefore a valid 

instrument for riot incidence. The above findings are in line with this hypothesis. In 



dammed areas, where rainfall has no effect on the agricultural wage, there is still a large 

and negative effect of rainfall on riot incidence. It seems that rainfall directly affects 

people’s propensity to riot rather than influencing behaviour via wage fluctuations. 

It is also possible that rainfall is working through another variable to affect rioting. 

For example, the earlier estimations showed that riots occur more frequently in rural 

areas. If roads in rural areas are mostly unpaved, heavy rainfall could destroy road 

networks, making it more difficult for rioters to organize and protest. Unfortunately, the 

only data on roads that is available for India is road density per district. This variable 

measures the length of paved roads per area of land (km/km2). I therefore try including 

road density and an interaction term between road density and rainfall. If rainfall is 

destroying roads and making rioting more difficult, we would expect the coefficient on 

the interaction term to counteract the rainfall variable. That is, districts with more paved 

roads would be more likely to have a riot during periods of heavy rain than districts with 

few paved roads. When these variables are included, the effect of rainfall on riots falls in 

magnitude and becomes insignificant. However, due to data constraints, I lose over 1000 

observations and F-tests show the road variables to be irrelevant. 

I attempt to test other mechanisms through which rainfall could be influencing riot 

onset by testing the correlation between rainfall and other economic variables. For 

example, it could be that the benefits of a better harvest accrue to a group whose income 

is not well captured by the agricultural wage. Their rising incomes relative to 

agriculturalists could provoke rioting. However, regressing various income and poverty 

measures, including the rural headcount ratio and the gini coefficient, against rainfall do 

not produce any significant results.  

 

7 Conclusion 

 

Using rainfall deviation rather than rainfall growth as an instrument does not 

produce findings that are significantly different from those of Bohlken and Sergenti. 

However, including information on dam placement reveals several caveats in their 

analysis. First, dams protect against rain shocks, shielding agricultural incomes in 

command districts. The impact that rain shocks have on income is therefore 



overestimated unless information on the location of dams is included. All subsequent 

second stage estimations therefore also overestimate of the impact of wages on riot 

incidence. 

 More importantly, however, splitting the sample between command and 

catchment districts reveals the second-stage analysis to be invalid. Rainfall is only very 

weakly correlated with wages in command districts but a positive rain shock still 

significantly lowers riot incidence within a district. Splitting the sample between urban 

and rural districts provides further evidence that rainfall affects rioting through means 

other than income and thus does not satisfy the exclusion restriction.  

 The way in which rainfall affects riot incidence remains unclear. As more data 

comes available, future research might test other mechanisms through which rainfall 

deters rioting. Furthermore, given the nature of the riot data, it is difficult to discern 

whether rainfall actually prevents riots from starting, calms riots that have already started, 

or both. Nothing definitive can be said about the relationship between rainfall and rioting 

without further data. The main contribution of this paper is therefore the evidence it 

provides against the link between income and rioting. 

 On a final note, it is important not to generalize the results found in this paper. 

Miguel et al.’s study, for example, is conducted under a very different context. While the 

analysis presented here questions whether rainfall can generally be used as an IV for 

economic growth, I do not contend that a riot in India is comparable to a civil war in 

Africa. To test rainfall’s validity within the context of Sub-Saharan Africa, future 

research might move away from Miguel et al.’s cross-country analysis and instead exploit 

within-country differences in irrigation or rainfall levels. Other instrumental variables, 

such as fluctuations in commodity prices, might also be used to test the relationship 

between economic growth and civil conflict. 
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8 Data Appendix 
 
Rainfall 
 
I use an interpolation algorithm provided by Seema Jayachandaran (Stanford) to match 
the rainfall data to the districts. The algorithm uses the Haversine formula for calculating 
the distance between two latitude/longitude points as well as Shepard’s distance-
weighting method, defined as follows: 
 
distance = 6378*2*αsin(min(1, √α)) 
 
where α =(sin(π/180)*(glat-lat)/2))2 +(sin((π/180)*(glon-lon)/2))2 *  

cos((π/180)*lat)*cos((π/180)*glat) 
 
The distance between the identified grid points from the rainfall dataset and the in-district 
weather stations ranges from 1 km to 63km. The mean distance is 21 km.  
 
 
Control Variables 
 
All population controls are in percentages.  
 
As all riots in the dataset are between Hindu and Muslim groups, I control for the size of 
a district’s Muslim population. It has been argued that the likelihood of religious or 
ethnic-based riots increases as the size of the minority group increases but at a decreasing 
rate. That is, once the minority group becomes large enough, the likelihood of conflict 
might decrease as minorities have more power and influence in the community (Bohlken 
and Sergenti, 2010). I therefore add a squared term for the Muslim population term to 
capture any such curvature. 
 
For similar reasons I control for the migrant population. Migrant groups are often cited as 
targets of hostility, particularly during economic downturns. Furthermore, if a migrant 
group is primarily Muslim or Hindu, their population will not be accounted for in the 
religious composition control.  
 
The young male control accounts for the tendency for rebel recruits to be drawn from this 
particular segment of the population (Fearon and Laitin, 2003; Collier and Hoeffler, 
2002). Similarly, individuals with low education levels are frequently drawn into 
participating in conflict. Mitra and Ray (2010), for example, argue that educated or “high 
status” community members will either bribe or coerce uneducated workers to participate 
in riots or rebellions. The literacy and male literacy variables control for this trend. 
Literates are defined in the Census of India as anyone who is able to read and write in any 
language. 
 
Bohlken and Sergenti also include the number of parties within a state to capture political 
competitiveness. Such political measures are unavailable at the district level. 



9 Maps 
 
A. District Map of India 
 (Source: Nashik District, Government of India) 
 
 
 
 

 
 
 
 
 
 
 
 
 
Note: Red lines represent state borders while grey lines represent district borders 
 



 
B. Number and Distribution of Irrigation Dams in India, 1995 
 (Source: Duflo and Pande, 2007) 
 
 

 
 
 
 
 

Figure 2: Dams in 1995
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10 Tables 
 
A. Descriptive Statistics 

 

 
 
 



 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 
 

 
 



 
 
 

 
 
 



 
 
 

 
 
 
 
 
 
 
 
 
 
 
 



 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 
 

 

 
 
 
 



 
 
 

 
 
 
 
 
 
 
 
 
 



 
 
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 



 
 
 

 


